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On the Detection and Quantification of Nonlinearity via Statistics 
of the Gradients of a Black-Box Model 

Georgios Tsialiamanis and Charles R. Farrar 

Abstract Detection and identification of nonlinearity is a task of high importance for structural dynamics. On the one hand, 
identifying nonlinearity in a structure would allow one to build more accurate models of the structure. On the other hand, 
detecting nonlinearity in a structure, which has been designed to operate in its linear region, might indicate the existence 
of damage within the structure. Common damage cases which cause nonlinear behaviour are breathing cracks and points 
where some material may have reached its plastic region. Therefore, it is important, even for safety reasons, to detect when 
a structure exhibits nonlinear behaviour. In the current work, a method to detect nonlinearity is proposed, based on the 
distribution of the gradients of a data-driven model, which is fitted on data acquired from the structure of interest. The 
data-driven model selected for the current application is a neural network. The selection of such a type of model was done 
in order to not allow the user to decide how linear or nonlinear the model shall be, but to let the training algorithm of the 
neural network shape the level of nonlinearity according to the training data. The neural network is trained to predict the 
accelerations of the structure for a time-instant using as input accelerations of previous time-instants, i.e. one-step-ahead 
predictions. Afterwards, the gradients of the output of the neural network with respect to its inputs are calculated. Given that 
the structure is linear, the distribution of the aforementioned gradients should be unimodal and quite peaked, while in the 
case of a structure with nonlinearities, the distribution of the gradients shall be more spread and, potentially, multimodal. 
To test the above assumption, data from an experimental structure are considered. The structure is tested under different 
scenarios, some of which are linear and some of which are nonlinear. More specifically, the nonlinearity is introduced as a 
column-bumper nonlinearity, aimed at simulating the effects of a breathing crack and at different levels, i.e. different values 
of the initial gap between the bumper and the column. Following the proposed method, the statistics of the distributions of 
the gradients for the different scenarios can indeed be used to identify cases where nonlinearity is present. Moreover, via the 
proposed method one is able to quantify the nonlinearity by observing higher values of standard deviation of the distribution 
of the gradients for lower values of the initial column-bumper gap, i.e. for “more nonlinear” scenarios. 

Keywords Structural health monitoring (SHM) · Structural dynamics · Nonlinear dynamics · Machine learning · Neural 
networks 

1.1 Introduction 

In the pursuit of making everyday life safer, humans have extensively tried to model the environment around them. Structures 
are an important part of the environment, in which humans live. They are man-made and should be safe throughout their 
lifetime. Structures are exposed to numerous environmental factors, which may cause them to fail. Moreover, during 
operation, structures are subjected to dynamic loads, which, in time, may cause failure. Such failures will most probably 
result in economic damage to society and may even result in loss of human lives. Therefore, for the purpose of maintaining 
structures safe, the field of structural health monitoring (SHM) [1] has emerged. 
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Evaluation of Camera-Denoising Techniques towards Force
Reconstruction

Sean Collier, Jonathan Young, Hruday Shah, Nicholas Vlajic, and Tyler Dare

Abstract Due to an abundance of spatial points, camera-based surface vibrations promise reduced testing times, higher res-
olution in response measurements, and the data necessary to over-constrain historically poor inverse problems in structural
dynamics. For example, initial studies and formulations of a camera-based, modal force reconstruction (MFR) technique
show great success and utility, but is highly sensitive to measurement noise—something abundant in camera data. The im-
provement of camera data has become a devoted effort in recent years, theoretically providing the path necessary to facilitate
the use of MFR on realistic data. Such methods proposed range from simple singular value decomposition to those enforcing
physical constraints on the measured response using additional accelerometers. To that end, this paper explores a variety of
these camera-denoising techniques, their efficacy, and their utility towards improving measured displacements of a simple,
pinned plate and cantilevered beam for use in modal force reconstruction.

Keywords Vibration · Denoising · Camera-Based · Decomposition · Substructuring

Introduction

Here we discuss camera noise and its role as a major drawback of a purely vision-based analysis. Indeed, while the efficacy of
camera-based surface vibration measurement has seen increasing interest and characterization, its utility is far more limited
compared to a laser or accelerometer in terms of noise floor and frequency detection. This limitation is clear from much of
the authors’ work alone [1–3], but is evident across the literature simply by the amount of work dedicated to the refinement
of a purely camera-based vibration-measurement technique [4–10]. The aim of this work is to compare the utility of such
camera denoising techniques towards the eventual use within camera-based modal force reconstruction, which has been
observed to be plausible but prone to over-fitting of higher order modes in the presence of typical measurement noise. While
regularization with a reduced number of modes has shown some success, further improvement to the technique requires
improvement to the measurement quality. Thankfully, much work has been done for the improvement of noisy high speed
camera data.

The first approach mentioned here is one that follows naturally from one-dimensional signal processing. If one follows
the standard neighborhood assumptions of optical flow—especially if the object is captured with high resolution—then a
local averaging around the pixel of interest is easy to implement and rather effective [10–14]. For example, it was shown in
[1] that a local average around a pixel of interest was able to reduce the noise floor well enough to resolve motions originally
obscured. While this approach is highly effective at interrogating a single point, such averaging may not be ideal when high
spatial resolution is needed (e.g., spatial derivatives), or in the case where the measurement is not spatially dense across
the structure. Thus, maintaining the spatial benefit of the measurement while also improving signal-to-noise requires more
capable and general techniques.

One such technique comes from the use of data reduction methods, and the tendency of noise to fall within higher-
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order singular values of a decomposition [15]. Two methods, in particular, have been recently introduced for the direct
de-noising of camera data for a modal decomposition [16, 17]. The first, presented at IMAC 2022 by Trainotti et al., uses
the spatial density of the information to remove incoherent noise by use of low-rank reconstructions from the singular value
decomposition (SVD) [16, 18]. In this work, the data is arranged in three different orientations leading to PRANK: a standard
“FRF” orientation with drive points by accelerometers by frequency; a “flattened response” or “principle response function”
orientation (PR-), where the data is rearranged to be frequency by all motion; and a “Hankel” form, where each drive-
accelerometer response is rearranged into a Hankel matrix (-ANK). The SVD on each of these matrices produces a different
effective filtering, helping to force outliers into higher singular values while maintaining prominent features. The second
comes from the fluids community, where Scherl et al. leveraged Robust Principle Component Analysis (RPCA) [19] towards
the modal decomposition in corrupted and noisy measurements of fluid flows. Here, RPCA aims to separate the raw image
frames into a low-rank representation and a sparse matrix of outliers, much in the same aim as PRANK. Perhaps the most
attractive aspect of RPCA is the rigorously defined minimization problem that underlies the regularization—the“robust”
portion of RPCA—through which the rank to maintain is found with no user input. Given the proof of concept for RPCA
was done on particle image velocimetry, the results should prove analogous for structural vibration measurements with
digital image correlation and optical flow.

The final approach mentioned here shows high promise by use of regularization and known, trusted sparse measurements
[20–22]. In these works, noisy high-speed camera data is combined with a sparse set of high-fidelity sensor data to resolve
motion originally below the noise floor. In the initial approach by Javh et al. [20], an accelerometer is used to identify
eigenvalues while the full-field camera data is used to identify mode shapes/modal constants. When used together in a Least-
Squares Complex Frequency or Least-Squares Frequency-Domain method approach, the combined information was used
to reconstruct the frequency response functions, showing modes originally below the noise floor of the camera. However,
while resonances were captured, the neighboring regions in the real and imaginary parts experienced some issue. This work
was improved soon after in [21, 22], which followed a similar motivation. In addition to merging data from parallel modal
processes, a substructuring approach known as system equivalent model mixing (SEMM) is used. Typically, SEMM involves
a model and a sparse data set from the structure; these are combined to update the dynamics of the model. Here, the full-field
camera data is used as the parent model, and the sparse measurements come from more traditional, high fidelity sensors like
laser doppler vibrometers and accelerometers. This technique showed improvements to [20], correcting the apparent phase
issues.

These works provide tractable avenues for camera denoising, and merit use and observation on typical displacement
measurements. The paper proceeds by motivating the theory briefly for each of these techniques. Next, we move to com-
paring their performance—from a user’s perspective—on both temporal and spatial denoising efficacy for synthetic and
experimental data. Further work and conclusions follow towards camera-based modal force reconstruction.

Background

The three methods investigated are outlined herein: PRANK [16], RPCA [17], and SEMM [22].
PRANK [16] can be thought of as an extension to the well practiced idea that noise is represented by the higher singular

values of a decomposition, meaning a low-rank representation can be reconstructed which removes noise and improves qual-
ity. As discussed in the introduction, PRANK leverages continuity and smoothness across multiple data orientations. Within
the PRF orientation, the data are represented as input-output FRFs across frequency, where the low rank representation can
be related to the surface averaged receptance. If there exists an apparent resonance in a single input-output FRF, this would
be removed in a low-rank representation. Likewise, spuriosities caused by typical camera-based displacement errors (e.g.,
super-pixel motion for optical flow), would also be evident in this representation, as the clipping of the displacement conveys
broadband features not present across all FRFs. The Hankel orientation overlaps sections of an individual input-output FRF,
where the low-rank representation acts as a moving average. This behaviour is due to the high-ranking of random mea-
surement noise over increasing frequency; in addition, the low-rank representation may not provide a hankel matrix, and so
enforcing this form by a diagonal average of assumed-equal quantities provides additional denoising. These two orientations
can be done in series or parallel to varying effect, as described by the authors. PRANK can be understood pictorially in
Figure 1.

RPCA [17] again can be understood to be a regularized implementation of the SVD, where the impacts of outliers in the
regression is minimized. Specifically, RPCA aims to separate principal components, L, from a sparse matrix of outliers, S
that together form the input X. This specific implementation described is a probabilistic proxy for the intractable optimization
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Fig. 1 PRANK Orientations: Hankel (top) and PRF (bottom).

problem, resulting in the form

minL,S ∥L∥∗ + λ0 ∥S∥ subject to L+ S = X (1)
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where ∥·∥∗ represents the nuclear norm, and λ0 is the hyper parameter given by λ0 = λ/
√

max(n,m) for an input matrix
X of size m × n. The proxy converges to the true optimization problem if λ = 1, given that L is not sparse and S is not
low rank. Scherl et al. found these assumptions may only be partially valid for PIV data, such that λ may need to be varied
slightly, in practice.

SEMM [22] aims to regularize the noisy camera data by the introduction of a number of trusted, high signal-to-noise
measurements (e.g., accelerometers) at coincident degrees of freedom (DoF). The technique, pulled from dynamic substruc-
turing, attempts to enforce compatibility at such shared DoF between a parent (camera data) and overlay model (accelerom-
eter). Here, this is done using the reconstructed FRFs, found using the combined camera/accelerometer method from Javh et
al. [20] and the polyreference least-squares complex frequency-domain method [23].These reconstructions serve as the par-
ent model and the same accelerometer FRFs as the overlay. The aim, then, is the accelerometer will provide final corrections
to the reconstructed camera FRFs as it would if the parent model were a finite element solution. The final calculation for
a hybrid SEMM model is performed using the Lagrange Multiplier Frequency-Based Substructuring (LM FBS) single line
formulation

YSEMM = Ygg −Ypar
gg (Yrem

bg )+(Yrem
bb −Yov

bb )(Y
rem
gb )+Ypar

gg (2)

where Ypar is the parent model (camera mobilities), Yov is the overlay model (sensor mobilities), Yrem the removed DoF
from the parent model, and YSEMM the final hybrid model.

Analytical Plate

It was of interest to replicate a typical measurement scenario on a structure more complex than a one-dimensional beam or
mulitiple degree-of-freedom oscillator. The main model used was a forced thin rectangular plate, whose equation of motion
goes as

D∇4w(x, y, t) + ρh
∂2w(x, y, t)

∂t2
= F (x, y, t) (3)

for D, w, ρ, h, and F being the flexural rigidity, displacement, mass density, thickness, and forcing fuction, respectively.
Simple supports were assumed so to model the plate analytically. Time harmonic, steady state solutions in the homogeneous
case follow as

w(x, y, t) = Φ(x, y)T (t) =
∑
m,n

Amn sin
mπx

Lx
sin

nπy

Ly
ejωmnt (4)

for some mode number m,n, with modal participation Am,n and natural frequency ωmn given by

ωmn =

√
D

ρh

[(mπ

Lx

)2

+
(nπ
Ly

)2]
.

This plate was driven over twenty unique points, whose response was composed of the first 175 modes. Panel area dis-
cretization was 33 × 35, allowing for a sufficient number of points per wavelength up to the modes of interest. Artificial
damping and noise were applied, and the plate was allowed to decay over the record. These displacements were then con-
verted to mobility for use in the methods. For reference, this matrix is 1155 outputs × 20 inputs × 2000 frequency bins.

Looking first at the results from PRANK, Figure 2 illustrates extremely good visual agreement between the analytical
model input and PRANK output over multiple DoF. While only a subset is shown, the effect over the surface may be
summarized using the surface averaged mobility given in Figure 3. Again, PRANK is seen to reveal all of the underlying
dynamics of the structure, including those which are highly damped and an order of magnitude below the modeled camera
noise floor. The frequency response assurance criterion (FRAC) is used to assess the degree of similarity between the
surface averages. For PRANK, the FRAC is found to be FRAC = 0.9979, indicating high similarity between the two as
in the visual comparison.

Moving now to the RPCA results, Figure 4 shows the denoised mobilities using a λ = 0.33—a value found to work
well on other camera datasets, and in agreement with Scherl et al.’s need to reduce λ for realistic data. It is clear that this
value made for too aggressive of a filter, reducing magnitudes by more than half. That said, dynamics of similar contour are
revealed below the noise floor. Figure 5 shows this effect more clearly. Given the reduction of the noise floor, the surface
average is now much closer in contour to the model input albeit lower than the true magnitude. Here, the FRAC calculation
gives FRAC = 0.6021, likely due to the similar curvature but varied magnitudes. Clearly the results suggest an increase in
the hyper parameter to reduce the aggressive filtering and improve agreement.
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Fig. 2 Random mobilities compared between noised (model output), model input, and PRANK output.
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Fig. 3 Surface averaged mobilities compared between noised (model output), model input, and PRANK output.

Hence, we now consider RPCA using a λ = 1, to both reduce the impact of the filter as well as investigate the ideal
case. Figure 6 shows the improvement of the data reduction using the higher λ value. Now, the performance of RPCA is
comparable to PRANK, though it is observed that the relative magnitudes are still affected and there remains a considerable
amount of noise at higher frequencies. The surface averaged mobility of Figure 7 again shows improvement using the
higher value, now falling well on the model. Here, the FRAC value gives FRAC = 0.9780—still below that of PRANK,
but much improved over the more aggressive filtering. However, RPCA on datasets of this size is computationally quite
expensive, with this data reduction being on the order of 6-12 hours (1000 to 2000 iterations), compared to the few minutes
needed for PRANK. Given the regression is dependent on the number of observations, it is not tractable to run a subset to
estimate the ideal λ. Indeed, the authors were able to rerun the estimate, but such a repeat is non-ideal. These results imply
utility, but also impracticality of RPCA for large camera-based datasets when compared to PRANK.

Finally, we consider the camera-accelerometer hybrid reconstructions and subsequent corrections done using SEMM.
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Fig. 4 Random mobilities compared between noised (model output), model input, and RPCA output (λ = 0.33).
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Fig. 5 Surface averaged mobilities compared between noised (model output), model input, and RPCA output (λ = 0.33).

Certainly, the technique is the most technically involved: a modal parameter estimation must be done using the overlay,
reference signals; mode shapes must then be calculated from the estimated modal parameters and noisy camera data; recon-
structions of the FRFs are then created; finally allowing for their use in SEMM to refine the reconstructions. With this all
being so, these techniques are seen to visually perform the best compared to PRANK and RPCA. As before, the random
mobilities are presented in Figures 8, 10 and surface averaged mobility in Figures 9, 11. While the surface average between
PRANK, the hyrbid reconstruction, and SEMM are visually quite close, the subtle out-perfomance in estimating the zeros,
in parallel to the tighter fit of damping and magnitude show these last techniques to be the most robust, if being the most
user involved.

Considering first the hyrbid method alone, the FRAC between the hybrid results and model input gives FRAC =
0.9995, indicating almost perfect agreement, and a quantitatively better reconstruction than PRANK.

Interestingly, the FRAC between SEMM and the model input is slightly lower, with FRAC = 0.9968. This slight
reduction in performance can be seen visually in both the random mobilities and the surface average. Further, it is clear
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Fig. 6 Random mobilities compared between noised (model output), model input, and RPCA output (λ = 1).

0 200 400 600 800 1000

10-2

100

102

Noised
Model Input
RPCA

Fig. 7 Surface averaged mobilities compared between noised (model output), model input, and RPCA output (λ = 1).

that much of refinement of SEMM has been in amplitude, and not adjustment of the dynamics approximated by the FRF
reconstructions. It is possible that the performance was biased by the accelerometer locations chosen, and this thought
is supported by the varied performance in the random mobilitie. If the overlay accelerometers chosen happen to have all
missed a portion of dynamics, the over-compensation in the sub-structuring stage would follow logically. In future work,
such possible sensitivity to the performance of SEMM will be explored.

Experimental Beam

For the experimental dataset, a 0.43 m aluminum cantilever beam (E = 68GPa) was struck with an instrumented modal
hammer, as seen in Figure 12. A Phantom v1212 high-speed camera was used to record video data at a resolution of
800×1280 and rate of 5000 frames per second. Constant lighting was used to preserve brightness constancy and a black
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Fig. 8 Random mobilities compared between noised (model output), model input, and hybrid output.
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Fig. 9 Surface averaged mobilities compared between noised (model output), model input, and hybrid output.

background was used to promote good contrast at the edge for motion extraction. Camera and setup parameters led to a
calibration factor of 0.4658 mm

px . Further details of the setup can be found in [1].
A laser doppler vibrometer (LDV) aimed near the tip of the beam serves here as the reference and overlay model. As

before, each method was applied to the matrix of mobilities from a SIMO test of the beam. For reference, this matrix is
905 outputs × 1 input × 2000. It is worth noting that this implies substantially fewer observations for the data reduction
techniques than in the analytical case. Further, we do not consider SEMM here, as the single reference is not expected to
improve results of the camera-accelerometer hybrid.

Figure 13 presents the results of the three techniques on the beam SIMO data. It is evident that the effect is lost here, with
both PRANK and RPCA failing to reveal much if any of the underlying dynamics beflow the camera noise floor. Indeed,
where PRANK was almost identical in result to SEMM in the analytical case, the overall lack of observations is shown to
be a detriment to the method. This follows intuitively, and should be of no surprise. Further while RPCA is seen to fail at
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Fig. 10 Random mobilities compared between noised (model output), model input, and SEMM output.
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Fig. 11 Surface averaged mobilities compared between noised (model output), model input, and SEMM output.

Fig. 12 Video frame of cantilevered beam, showing sharp contrast

identifying any new dynamics, it does reduce the camera noise floor by an order of magnitude, which may be beneficial
for time-domain analysis of lower-frequency behavior, such as below 500 Hz. When considering SEMM, the initial, visual
results appear quite good: the noise has been removed and pole-zero behaviour is now apparent. Both of these factors are
important for accurate and stable camera-based modal force reconstruction.

Turning to Figure 14, similar trends may be observed, where RPCA and SEMM appear to agree decently well to each
other and the raw data below 500 Hz, with PRANK providing the least denoising. Overall, RPCA and PRANK have lowered
the noise floor, but reveal no dynamics that are not already apparent in the raw surface average. What is also clear by
comparing these techniques is the lack of magnitude retention between the raw data and any of the methods—particularly
at the first resonance. While these curves may be visually appealing, and possibly sufficient to render higher-quality mode
shapes, the modification of true magnitude will directly hinder the force reconstruction process. Indeed, such error in modal
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Fig. 13 Mobility comparison between the reference laser and denoising techniques, showing superior performance from
the camera-accelerometer hybrid.

participation caused by noisy data is the exact problem the authors are attempting to solve.

Conclusion

Herein, we have aimed to evaluate and compare three recently introduced camera denoising techniques, and their efficacy
for noise reduction towards a modal force reconstruction approach. Application to MIMO data showed great utility across
all three methods, revealing underlying dynamics (e.g., modes, pole-zero behaviour) which were otherwise obscured by the
camera noise floor. What was most encouraging was the ability of PRANK to reveal almost identical dynamics to the more-
involved SEMM, both being in excellent agreement to the pure, analytical model input. When moving to SIMO data, the
data reduction techniques were shown to struggle due to the overall lack of observations with good signal-to-noise. SEMM
appeared again the most successful, though not without fault in terms of absolute magnitude. General conclusions from the
users’ perspective may be summarized as follows: PRANK and SEMM are comparable in cases with an abundance of inputs,
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Fig. 14 Surface averaged mobility comparison between the reference laser and denoising techniques, showing superior
performance from the camera-accelerometer hybrid.
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outputs, and frequency bins, while RPCA appears to perform slightly worse and is computationally more expensive; Data
reduction techniques such as PRANK and RPCA will inherently struggle when there are few datums of quality; and SEMM
appears the most robust and trustworthy given the incorporation of a physics-informed regularization. As work progresses
on modal force reconstruction—an inherently SIMO related process—the authors hope and are excited to see improvements
to these techniques and their eventual application to worthwhile engineering problems.
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