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Abstract

Using convolutional neural networks (CNN) to discover sensor data pat-
terns help predict upcoming failures in industrial machines. Traditionally,
this pipeline is deployed on the cloud as deep neural networks have high
computational requirements. Alternatively, an on-device deployment to make
decisions locally for this pipeline could lower the energy requirements by
not sending the sensor data back and forth to the cloud. However, this is
challenging from an edge deployment perspective due to the limited com-
putational resources and energy budget. To approach this issue, we propose a
hierarchical architecture that leverages multiple smaller networks dividing the
bigger problem into smaller sub-problems in a divide and conquer approach.
With this architecture, we achieve a 9x reduction in energy consumption
going from 0.045J per inference for a non-hierarchical CNN classifier to
0.005J. At the same time, our approach delivers low latency with comparable
accuracy to the baseline, while running completely at the edge.

Keywords: convolutional neural networks (CNNs), convolutional neural net-
works (HiCNNs), Case Western Reserve University (CWRU), multiplication
addition computations (MAC), neural network architecture search (NAS).
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14.1 Introduction and Background

With the advancement of Industry 4.0, leveraging data-driven methodologies
like machine learning to discover faults in industrial machine sensor data has
gained rapid momentum. In this regard, fault classification using machine
sensor data can be interpreted as a multifaceted task including feature extrac-
tion, detection, and classification of the specific fault type. The fundamental
structure of these approaches typically involves acquiring signals in the form
of sensor data from the machinery under monitoring followed by data explo-
ration, which means that the acquired data is analysed to identify potential
anomalies or deviations concerning data conformity.

This genre of manual feature extraction involves mathematical techniques
like Fourier transform to extract relevant information from the sensor data for
effective fault detection [3]. These methods compose features by exploiting
randomness and dynamic changes in time-series signals, capturing informa-
tion related to the frequency domain [8]. Later the machine learning classifier
is selected and trained on this feature set to distinguish between different
fault types finally. Conventionally, this entire pipeline would be deployed
on energy-hungry cloud services, and the inference results are received back
at sensor nodes [10]. Traditional rolling-bearing fault classification methods
rely not only on manual feature extraction but are also time-consuming due
to the sending and receiving of data. Deploying machine learning models
directly on sensor devices enhances security by restricting the need for data
transfer. Unlike the power-intensive cloud alternative (Figure 14.1), it reduces
inference overhead and contributes to model efficiency [7].

Model efficiency bridges the gap between machine learning research
and practical applications. This is particularly important for ultra-low-power
wireless sensors, where maximizing battery life is critical to deploy them
in remote areas without direct access to power. However, the challenge lies
in developing energy-efficient algorithms that maintain accuracy. Increasing
the energy efficiency of an algorithm, in general, impacts the performance
aspect of the algorithm due to a trade-off between performance and energy
efficiency [9].

In this work, we contribute a novel meta-structure to CNNs we call
Hierarchical CNN (HiCNN) that splits the classification into multiple sub-
decisions. This process aims to reduce computational requirements per
decision while achieving on-par classification performance in comparison to
standard non-hierarchical classifier (flat). HiCNN utilizes training of CNN
architectures to reduce feedforward computations during on-device inference
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and solve classification tasks. Feeding extracted features to subsequent clas-
sifiers helps reduce error propagation from higher to lower class hierarchies
and removes the need for more convolutional and dense layers in lower
classifiers. The primary goal of HiCNN is to capitalize on the real-time
accurate results offered by CNNs while simultaneously reducing storage
requirements and computations while running inference on-edge devices.
Due to HiCNN’s low computational requirements, it holds potential util-
ity for deployment in remote environments constrained by limited power
resources (e.g., undeveloped regions, forest locations, or geographically
isolated industrial machinery).

14.2 State of the Art

In the following, we discuss related fields, starting with introducing the
dataset used in this work, followed by further approaches to solving the clas-
sification problem behind it. We then discuss other approaches to reducing
energy consumption and different hierarchical approaches.

14.2.1 Experimental setup

Our target application area is condition monitoring, so we are using the well-
studied Case Western Reserve University (CWRU) Bearing dataset [8]. The
bearing dataset is acquired by the electrical engineering laboratory of CWRU
and recorded using a 2HP motor connected to a dynamometer via a torque
transducer/encoder. It has 4 operating modes of machines based on different
operating powers, 4 fault classes, and 3 severity classes. The bearings used
in this test support the motor shaft and have been artificially damaged at
different locations with fault depths ranging from 0.007” to 0.021”. The
vibration data included in the CWRU dataset is collected using single-axis
accelerometers with a sampling rate of 12kS/s (fan-end).

14.2.2 Related work

From an industrial condition monitoring perspective, [8] highlights a key lim-
itation: mode partitions designed for multi-mode processes often exhibit high
specificity to a particular process and dataset. Therefore, achieving model
generalization becomes imperative. In a similar attempt [1] used Autoen-
coders to generate compressed feature representations from raw data utilizing
the encoder-decoder arrangement and eliminating manual feature engineering
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Figure 14.1 HiCNN distributed architecture with a divide and conquer approach of solving
the classification task, with D0 node refering to no-fault class and S1,S2 and S3 nodes refers
to the end of classification.

to classify fault classes in the CWRU dataset. However, this approach’s com-
putational demands present a significant challenge for energy-constrained
edge device deployment. This is because architectures of autoencoders are
potentially like CNNs including many stacked conv layers [4]. Similarly,
in [11], the authors devised a 3-step classification system using three Deep
neural network stacks of Auto Encoders to feed relevant features to the
classes.

The first DNN stack facilitates mode partition for the different types of
modes in the CWRU (Case Western Reserve) dataset. In contrast, the second
DNN stack pursues feature extraction, and the third stack is proposed for
severity classification. However, all these hierarchical approaches focus only
on getting a good prediction accuracy of the fault classification results and
lack an optimized energy-efficient approach.
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Decreasing energy consumption of feedforward neural networks during
inference is an active research direction, and key techniques to achieve
this include pruning the architecture, Network Architecture Search (NAS),
and quantization. Pruning aims to reduce energy consumption by removing
unnecessary neurons before deployment. This is done by assigning scores
to each neuron removing the ones with the lowest scores and subsequently
fine-tuning the architecture. Depending on the type of scores, different prun-
ing methods are realized ranging from e.g. relevance-based to unstructured.
Expanding on the concept of reducing computations caused by redundancy
in neural network architecture [5] performed redundant kernel removal in
filters of CNN layers using unsupervised clustering by leveraging the mean
instead of individual weights of created centroids to decrease total MACs.
However, it is important to remember that different clustering algorithms lead
to different assumptions when creating clusters [7].

Alternatively, NAS a vital field in TinyML ([8]) research, offers diverse
approaches for selecting classifiers. In general, NAS searches for an optimal
network architecture. For this certain metrics are used based on metrics like
relevance, accuracy, or confidence scores, but mostly it is just the accuracy
score. For efficient architectures multi-objective optimization is used, opti-
mizing for accuracy and energy consumption simultaneously. In this case,
surrogate metrics like inference time, memory consumption, or model size are
used. NAS also utilizes evolutionary algorithms and reinforcement learning
to explore and identify efficient neural architectures.

Meanwhile, employing quantization to reduce neural network weight
and activation representations from 32-bit floating-point to 8-bit integers (or
lower) yields a notable decrease in model size and increased computational
efficiency. ([2]) utilized entropy constraints calculated for clusters of param-
eters by balancing the compression rate and resulting model performance in
a relatively smooth and error-tolerant landscape by quantizing weights based
on their distance from clusters. However, this technique requires a careful
induction of heuristics to balance the performance of the model and the
magnitude of quantization in the architecture.

[10] proposed a hierarchical taxonomy of mixed classifiers to address
the limitations of single-classifier systems. The approach dynamically selects
classical machine-learning classifiers based on performance metrics such
as accuracy and energy efficiency. However, this method exhibits potential
drawbacks: 1) Reliance on Feature Engineering: The effectiveness of the
methodology is dependent on feature engineering tailored to specific clas-
sifier types. 2) Feature Set Selection which is meticulous and often requires
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domain expertise and empirical evaluation. Therefore, we are interested in
CNN-based architecture that can deliver good accuracy with less energy
consumption.

14.3 Hicnn Approach

HiCNN framework introduces training in a staged architecture featuring
anomaly detection as the parent classification task, instilling a top-down clas-
sification approach. The training process leverages a hierarchical approach,
where each deeper hierarchy classifier is trained on the features forwarded
from the mode partition classifier. The methodology is summarized and
divided into three parts in the following sub-sections.

14.3.1 HiCNN training

Notably, despite potentially having more parameters than the benchmarked
baseline CNN approach, HiCNN achieves significant energy savings during
inference on edge devices by selectively activating only the relevant CNN
networks based on the detected anomalies and fault type. This allows for
further optimization of overall architectures for task-specific computational
complexity. This happens because task-specific training of the CNN networks
enables us to deactivate redundant parameters/parts of the network that are
not required to achieve the desired inference result. Generally, the depth
of CNN strengthens the CNN architectures ([6]), making them capable of
finding intricated patterns in input data. At the same time, the width aspect of
a layer would increase the capability to detect and extract features from input
data. This increases the computational demand as the size of the architecture
increases. By introducing HiCNN, we introduced a distributed approach to
solving the task without the direct need to eliminate the parameters. The
trade-off between the size of architecture and energy efficiency is tackled
using a one-classifier per node approach. This helps scale down the network
size without eliminating parameters just by training the network. As part of
the black-box approach, HiCNN is trained so that its inherent structure only
activates the necessary sub-classifier.

In hierarchical sensor data, obtained from different operating modes of
industrial machines errors from early classification stages can propagate
and be amplified through the network, resulting in unreliable overall accu-
racy. Hence, we devised an automatic feature forwarding to overcome this
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problem which eventually also contributes to reducing energy consumption.
HiCNN improves adaptability to varying machine conditions and eliminates
reliance on manual feature engineering. This is achieved by defining and
training three individual CNN architectures node-wise within a hierarchical
tree structure. During the training, learned features from the classifiers in
the initial hierarchy are forwarded to the lower classifiers. This approach
ensures that the relevant feature vector is forwarded to the appropriate fault
mode, thus preserving overall classification accuracy/performance. The CNN
architectures of HiCNN are trained on raw data, and the deeper architectures
are trained on features produced by CNN architectures lying in the earlier part
of the hierarchy (Figure 14.1). As part of our empirical findings, a filter size of
5 in the initial conv layer of classifier C2 (Figure 14.2) ensures the availability
of enough samples to train the classifiers located lower in the hierarchy. This
type of feature for- warding of HiCNN helps us lower the total computations
required by HiCNN during classification as we eliminate the need for more
conv layers as classification progresses to a deeper hierarchy.

14.3.2 Feature forwarding

As part of the HiCNN approach, anomaly detection functions as an event trig-
ger within the HiCNN framework, prioritizing energy efficiency throughout
its hierarchical structure by initiating classifications solely upon successful
fault identification. The anomaly node architecture consists of four layers:
one Conv1d (Convolutional 1-dimensional) layer, one max pooling layer,
one batch normalization layer, and one full-connected layer. However, due
to simpler task complexity, a classifier with one Conv1D layer is sufficient
to perform the classification. This Conv1d layer consists of only one filter
and a kernel size of 80. HiCNN architecture prioritizes anomaly detection
by placing it as the parent classifier at the top of the hierarchical struc-
ture. This prioritization stems from data-dependent task complexity. [11].
Consequently, the HiCNN architecture employs a simple, single-layer CNN
classifier for anomaly detection. This classifier acts as a gatekeeper, triggering
further classifications only when an anomaly is identified. This approach is
crucial for optimizing computational efficiency. By identifying anomalies
early on, the HiCNN architecture avoids redundant computations in the
lower levels of the hierarchy. In contrast, the baseline classifier continuously
performs computations even in the state of no anomaly. This approach leads
to unnecessary calculations and inefficient use of resources. This helps us
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activate only a leg of the HiCNN architecture (Figure 14.2) ultimately helping
to avoid using all the weights of trained architecture during inference as is the
case with baseline CNN architecture.

14.3.3 Baseline CNN and Hierarchical CNN

This subsection differentiates Baseline and HiCNN algorithms. A flat clas-
sification approach is represented by a single complex multilabel classifier
responsible for classifying all classes at once. We constructed a baseline
convolutional neural network (CNN) with a flat classification structure.
This model is iteratively fine-tuned to achieve robust performance, yielding
approximately 97 % accuracy on the test dataset. Subsequently, this base-
line classifier serves as a benchmark for comparison against a hierarchical
classification approach.

The baseline model (Figure 14.2) requires a computationally inten-
sive architecture to accommodate the one-hot encoded representation of 28
classes. This single architecture incorporates six convolutional layers and five
dense layers, independently managing the classification task while demon-
strating noteworthy performance. However, the baseline approach does not
optimize for computational efficiency.

Figure 14.2 Baseline Architecture vs HiCNN architecture, indicating towards flexible archi-
tectures and number of layers used. The HiCNN architectures are used with different filter size
and filter numbers.

On the other hand, as illustrated in Figure 14.1, if the initial mode
corresponds to M1, only classifier M1 would be activated. Subsequent sever-
ity class determinations follow the same principle. This inherent flexibility
enables the hierarchical model to manage complex classification problems
by using specialized classifiers at each node. The training process within
the HiCNN follows a node-wise approach, beginning with the Anomaly
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node (Figure 14.1). This hierarchical strategy involves the fine-tuning of
classifiers at each level of the HiCNN architecture after each training epoch.
Employing specialized architectures for each classification task, every com-
ponent is individually trained and fine-tuned. The initial architecture focuses
on fault detection, followed by mode partitioning, fault classification, and
severity classification. HiCNN promotes energy efficiency while preserving
flexibility by adjusting layer- specific hyper-parameters, such as filter count
and dimension.

By controlling these parameters, we can regulate the volume of data
propagated to the severity node, thus influencing the overall computational
complexity of the HiCNN model. [13] To propagate relevant features to
deeper nodes (i.e., severity classification), the mode partition CNN classifier
at hierarchy level two is designed with two outputs. During training, a custom
loss function outputting zero is employed for the first convolutional layer
of mode classifiers (Figure 14.1) responsible for feature output. The overall
accuracy of the HiCNN model is heavily influenced

by the quantity of data samples provided to the Mode partition node.
For training, individual architectures are connected in a distributed, tree-
like structure (Figure 14.1) using conditional logic (if-else) and then used to
perform final inference on the test dataset. Beginning with the first instance of
the test dataset, HiCNN dynamically selects the subsequent classifier based
on predictions from the preceding stage. This process continues until a leaf
node is reached, signaling the termination of the classification process. Edge
devices offer limited memory space and the size of trained tensorflow models
is large enough not to be able to be deployed on them. Tensorflow-Lite (TF-
Lite) is a library offered by tensorflow to downscale the model’s optimum
to be deployed on edge devices. Therefore, to perform inference on edge
using HiCNN, initial thirty-one classifiers were converted to TF-Lite format
to downscale. Conditional logic (if-else) is again utilized to run hierarchical
inference on the edge device.

14.4 Evaluation

In this section, contents are divided into two following sub-sections to discuss
experimental setup and measurement.

14.4.1 Experimental setup

As part of the data pre-processing pipeline, a custom data generator class is
created to partition the dataset into 60:20:20 ratios for training, validation, and
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testing. Before evaluation, input features were scaled to have zero mean and
unit variance. A 512-sample window for training the HiCNN is determined
to be optimal for balancing classification accuracy and latency, an important
hyper-parameter for balancing energy efficiency and performance within the
HiCNN architecture.

Table 14.1 Comparison between Baseline and HiCNN
Algorithm Accuracy Current drawn(mA)
Baseline 98% 368.8
HiCNN 95% 50.8

The window size used to train the HiCNN is critical for model per-
formance optimization, as an inappropriate window size could adversely
affect the generalization capabilities of classifiers in HiCNN due to the
smaller number of data samples available for model learning leading to
underfitting. Notably, while reducing the window size to 256 samples does
impact HiCNN’s classification accuracy (approximately 70 % performance),
its energy efficiency remains the same. The smaller size of input samples
to the initial architecture means the input fed to the following architectures
would be scaled down proportionally due to the smaller kernel size of feature
forwarding conv output layers, leading to a proportional reduction in perfor-
mance due to underfitting in deeper models of hierarchy but no change in
energy consumption while running inference.

14.4.2 Measurement

All the classifiers of HiCNN are trained utilizing TensorFlow 2 libraries.
Subsequently, the trained models are deployed to a Raspberry Pi using the
Tensor-Flow lite library [12] for inference. A dedicated hardware setup
is employed for precise energy consumption measurements, incorporat-
ing a data-logging multimeter. This configuration allowed for the ongoing
measurement of electrical current consumption during the classification pro-
cess recorded at 100 millisecond intervals. To account for the influence
of background processes and sensors, the baseline power consumption of
Raspberry Pi-2b is established during idle operation. This baseline power
is then subtracted from the power consumption recorded during inference,
yielding energy in Joules per inference, expressed in Joules. The Raspberry
Pi is powered by a 5V DC power supply, with the multimeter interfaced
for data acquisition (Figure 14.3). LabVIEW orchestrated the triggering of
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Figure 14.3 Energy measurements setup using Raspberry pi connected to multimeter.

classifications while simultaneously capturing current readings (in amperes)
and corresponding timestamps (in milliseconds). The hyper-parameter win-
dow size 512 in HiCNN further guarantees HiCNN’s energy efficiency
regardless of the model’s generalization capability. This could be beneficial
for transfer learning applications. As a result, energy consumption stays
constant with these variations. This occurs because the baseline algorithm
performs unnecessary computations for non-anomaly cases, unlike HiCNN.

The HiCNN architecture achieves a test accuracy of approximately 95%,
slightly lower than the baseline model’s 98 %. However, HiCNN exhibits
significant efficiency gains. TensorFlow Lite conversion and evaluation on
desktop and Raspberry Pi reveal considerably faster inference times for
HiCNN (380 microseconds vs. 1980 microseconds). Additionally, HiCNN
demonstrates lower current draw (0.38 amperes vs. 0.46 amperes), (Fig-
ure 14.4 and Table 14.1) and reduced inference time (12 seconds vs. 86
seconds) for the classification task, consuming 197.8 Joules with baseline
algorithm vs 22.8 Joules for HiCNN. This, along with lower energy per
decision (0.002 joules vs. 0.0455 joules), translates to lower current draw
and latency for HiCNN during every inference.
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Figure 14.4 Current consumption during inference for Baseline algorithm vs Hierarchical
algorithm indicating towards low latency inference by HiCNN.

14.5 Conclusion and Future work

The HiCNN framework demonstrates promising results in attaining energy
efficiency. It achieves up to 80% reduction in computational overhead
compared to the baseline classifier according to per-decision energy con-
sumption. This efficiency gain is attributed to controlled computations,
ensuring decreased energy consumption with architectures devised per task
complexity.

These results emphasize the potential of algorithmically optimized
approaches for embedded systems, enabling near-real-time monitoring with
improvement in response latency. HiCNN is more suited to hierarchical
datasets and even though HiCNN requires more memory, the reduced matrix
operations could be accredited to the selective portions of the HiCNN net-
work active during inference. A potential limitation arises when low data
volume is propagated to lower hierarchical levels. This can lead to insufficient
training data for severity classification, increasing the risk of model overfit-
ting or underfitting in subsequent models due to inherent model complexity.
Whereas HiCNN energy efficiency is completely independent of sample
size, the energy consumption of the baseline model is independent of the
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window size till a threshold. The Baseline algorithm’s performance remains
relatively stable despite changes in the number of input neurons unless it
drops significantly below a threshold, such as 64 neurons. Future research
directions should include a comparison with manual feature engineering.
Investigating the performance of HiCNN against methods employing manual
feature extraction could provide insights into error propagation trade-offs.
Another strategy could be hybrid cloud/edge deployment, which could help
explore the potential benefits of partial algorithm/architecture deployment
across cloud and on-device environments.
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